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Ensuring the privacy of training data is a growing concern, since many machine learning models are trained
on confidential or sensitive data. Much attention has been devoted to methods for protecting individual pri-
vacy during analyses of large datasets. However in many settings, global properties of the dataset may also
be sensitive (e.g., mortality rate in a hospital, rather than a particular patient’s medical record). Our contri-
bution is three-fold, and the full version is available at: https://arxiv.org/abs/2009.04013.
Problem Formulation We initiate the study of attribute privacy at the dataset and distribution level and
establish the first formal framework for reasoning about these privacy notions. We identify two cases where
information about global properties of a dataset may need to be protected: (1) properties of a specific dataset
and (2) parameters of the underlying distribution from which dataset is sampled. We refer to the first setting
as dataset attribute privacy, where the data owner wishes to protect properties of a specific dataset. For
example, even though the overall prevalence of a disease may be known, a hospital may wish to protect the
fraction of its patients with that disease. We refer to the second setting as distributional attribute privacy,
which considers the distribution parameter itself a secret. For example, demographic information of the
population targeted by a company may reveal information about its proprietary marketing strategy.
Definitions of Attribute Privacy. We propose definitions for capturing attribute privacy by instantiating a
general privacy framework called the Pufferfish framework [1]. This framework was originally introduced
to handle correlations across individual entries in a database.

For dataset attribute privacy, our definition considers the setting where individual records are indepen-
dent of each other while correlations may exist between attribute values of each record. Then, to be able
to capture general global properties of a dataset that need to be protected, we choose to express secrets as
functions over attribute values across all records in a dataset. For example, this allows one to express that
the average income of individuals in a dataset being below or above $50K is secret information.

The distributional attribute privacy definition also instantiates the Pufferfish framework while explicitly
capturing the random variables used to generate attribute values of a record. Here, the parameters of the
distribution of protected attributes are treated as confidential information. For example, in a dataset where
records capture trials in a stochastic chemical environment, one can express that determining whether the
probability with which a certain compound is added in each trial is 0.2 or 0.8 is a secret.
Mechanisms to Protect Attribute Privacy. The analyst can use a general tool for providing Pufferfish
privacy called the Wasserstein mechanism [2], but this mechanism is computationally expensive. To this
end, we propose two efficient mechanisms. For dataset attribute privacy, we propose an Attribute-private
Gaussian Mechanism. The mechanism is based on Gaussian noice and applies for a special class of func-
tions and attribute properties. For distributional attribute privacy, we consider a model where dependencies
between the attributes form a Bayesian network, which helps us capture the extent to which a sensitive
attribute parameter affects parameters of attributes in the query. We propose the Attribute-private Markov
Quilt Mechanism, which adds noise proportional to this influence.
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