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ABSTRACT

A machine learning (ML) model exhibits disparate treat-
ment [1] if it treats individuals differently based on membership
in a legally protected group determined by a sensitive attribute
(e.g., race, gender). In applications such as recidivism prediction
or loan approval, the existence of disparate treatment can be
illegal [2]. However, in settings such as healthcare, it can be legal
and ethical to fit a model which presents disparate treatment in
order to improve prediction accuracy [3].

The role of a sensitive attribute in fair classification can be
understood through several metrics and principles. When a ML
model is deployed in practice, fairness can be quantified in terms
of the performance disparity conditioned on a sensitive attribute,
such as statistical parity [4] and equalized odds [5]. In domains
where the goal is to predict accurately, non-maleficence (“do
not harm”) [6] becomes a more appropriate moral principle for
fairness [7, 8, 9]. In this case, a ML model should avoid causation
of harm and achieve the most accurate performance on each
protected group.

The relationship between incorporating a sensitive attribute in
a model and achieving the non-maleficence principle is complex.
On the one hand, using a group-blind classifier (i.e., a classifier
that does not use the sensitive attribute as an input feature) may
cause harm unintentionally since its performance relies on the
distribution of the input data [10, 7, 11]. This probability distri-
bution can vary significantly conditioned on a sensitive attribute
due to, for example, inherent differences between groups [10],
differences in labeling [12], and differences in sampling [13]. On
the other hand, training a separate classifier for each protected
group—a setting we refer to as splitting classifiers—does not
necessarily guarantee non-maleficence when sample size is lim-
ited [14]: groups with insufficient samples may achieve a high
generalization error and suffer from overfitting.

In this paper, we study the fundamental impact of disparate
treatment in the accuracy of classification tasks. We consider
two questions that are central to understanding non-maleficence
through the use of a sensitive attribute: (i) when is it beneficial
to split classifiers in terms of a sensitive attribute? (ii) When
splitting is beneficial, how much do the split classifiers outperform
a group-blind classifier?

We first show that in the information-theoretic regime where the
underlying distribution is known—or, equivalently, an arbitrarily
large number of samples is available—splitting is always benefi-
cial. Thus, splitting will naturally follow the “do not harm” princi-
ple in the high-sample regime. We then derive impossibility (i.e.,
converse) results for group-blind classifiers: under certain precise
conditions, a group-blind classifier will always have a non-trivial

accuracy gap when compared to split classifiers trained over
different protected groups. Our converse results are information-
theoretic, holding regardless of the number of samples or training
algorithm used. Despite their theoretical nature, these results
also have an important practical consequence: if a data scientist
attempts to use a group-blind classifier across all groups, there
are situations where harm is unavoidable and a protected group
will always suffer from poor classification performance.

We determine three main factors that capture how splitting
reconciles the inherent accuracy trade-off that exists in a group-
blind classifier: (i) the statistical “distance” between different
groups’ unlabeled distributions, (ii) the similarity between the
optimal (split) classifier trained over each group, and (iii) the
approximation error of the hypothesis class with respect to the
data distribution. These factors naturally delineate a taxonomy of
splitting comprised by three regimes (see Fig. 1 for an illustration)
where (i) splitting classifiers does not help much; (ii) splitting
brings the most benefit when compared to a group-blind classifier;
and (iii) the benefit of splitting can only be determined on a case-
by-case basis.

Finally, we demonstrate both theoretically and empirically that,
in the finite sample regime, splitting classifiers is no longer always
beneficial. The effect of splitting in this case relies not only on
the factors introduced above, but also on the number of samples
from each group.

A full version of this paper can be found at
https://arxiv.org/abs/2002.04788
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Fig. 1. Benefit of splitting based on different factors. Samples from two groups
are depicted in red and blue, respectively, and their labels are represented by +,
−. Each group’s optimal linear classifier is shown with the corresponding color.
The arrows indicate the regions where the points are classified as +.
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